
	 
Catherine A. Hartley  
Department of Psychology    
6 Washington Place, Suite 871    
New York, NY 10003   (212) 998-2104    cah369@nyu.edu  

August 31, 2020 
  
Dear Dr. Mills,  

We are submitting a revised version of our manuscript, “Moving developmental research online: 
comparing in-lab and web-based studies of model-based reinforcement learning” for 
consideration as an empirical article in Collabra: Psychology.   

We very much appreciate your and the reviewers’ time and thoughtful comments. All comments 
are addressed in turn below. We have incorporated Reviewer 1’s suggestion to expand the 
description of the two-step task in the introduction to make the paper clearer to a broader 
audience. In service of this same goal, we have also incorporated Reviewer 2’s suggestion to 
provide a figure depicting the task’s transition structure and the expected choice patterns for 
pure model-free and model-based learners.  

Again, we appreciate your work in helping us improve this manuscript, and we look forward to 
hearing from you.  

  

Sincerely,   

Kate Nussenbaum  
Maximilian Scheuplein  
Camille V. Phaneuef  
Michael D. Evans  
Catherine A. Hartley  
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Reviewer 1:  

p. 4: The description of Decker et al (2016), and the brief discussion of the prior in-lab replication 
of it, would benefit from a simpler and clearer statement of what the task is and what general 
questions in the sub-field the task is used for. The task is described in full detail in the Methods, 
but a quick summary here would make the introduction a bit more accessible to developmental 
scientists unfamiliar with decision-making research. This particularly because the paper will likely 
be cited as evidence in favor of web-based developmental research in other domains.  

Thank you for raising this point. We have now added more details about the task and the 
questions it aims to address in our introduction, with the goal of making the paper easier to 
understand for a broader range of developmental researchers. On pp. 4 - 5, we now write:  

“This prior study, conducted in our lab, examined age-related changes in decision-making 
strategies. Specifically, the study adapted a task (the “two-step task”) originally 
developed for use with adults (Daw et al., 2011). Briefly, the task requires participants to 
make many repeated decisions with “two steps” to gain as much reward as possible. On 
each trial, participants first select one of two spaceships on which to travel. The 
spaceships both travel to the same two planets, but each has a different preferred planet 
which it visits 70% of the time, and a different non-preferred planet which it visits 30% of 
the time. Each planet is inhabited by two alien treasure-miners, who share treasure based 
on independent, slowly drifting reward probabilities. After reaching a planet, participants 
select one of the two aliens to ask for space treasure, and are either rewarded with a 
piece of treasure, or given nothing. The “two-step” design enables measurement of the 
extent to which participants use a mental model of the task’s transition structure to guide 
action selection. Participants who rely on a more habitual, “model-free” learning strategy 
tend to repeat first-stage spaceship selections that were recently rewarded and avoid 
those that did not lead to reward, regardless of whether they travelled to its preferred or 
non-preferred planet. Participants who rely on a “model-based” learning strategy use a 
mental model of the task structure to guide action selection (Daw et al., 2011), such that 
they tend to repeat first-stage spaceship selections that were recently rewarded and 
avoid those that did not lead to reward only if the spaceship travelled to its preferred 
planet and is therefore likely to go there again.   

Because the two-step task enables the disentanglement of these two forms of value-
based decision-making, it is well-suited to address questions about developmental 
changes in the use of complex, mental models to guide action selection. By employing 
this task in a sample of participants ages 8 – 25 years, Decker et al. (2016) found that 
with increasing age, individuals demonstrated greater use of a model-based learning 
strategy, which suggests that children did not recruit their knowledge of the structure of 
their environment to guide their decisions to the same extent as adults. A follow-up study 
(Potter, Bryce et al., 2017) probed the cognitive processes that may underlie this 
developmental shift, and found that age-related increases in model-based learning in the 
two-step task were mediated by developmental improvements in fluid reasoning. To 
examine this relation, we adapted a relatively novel measure of fluid reasoning — the 
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matrix reasoning item bank (MaRs-IB; Chierchia, Furhmann et al., 2019) — for use 
online.”  

  

p. 6: In my lab's studies of children on the web, we often just ask parents if they did interfere at 
any point; the parents sometimes volunteer that they did interfere for one reason or another. I 
wonder if an item like that was used (or maybe should be recommended)?  

This is a great suggestion. We did not collect this information from parents, but we now note that 
this would be useful in our discussion on p. 32:   

“However, future studies could measure parental inference more directly even without 
recording video, by having parents complete a survey at the end of the study in which 
they are asked if they helped their child in any way.”   

  

p. 8: It's cool that some families were recruited from Children Helping Science, which, as far as 
I know, hasn't had data published about it (yet). Are there enough families recruited from there 
that the subset of CHS families could be compared to non-CHS families, as a test of the efficacy 
of that recruitment method?  

We agree that this would be interesting, but only a very small proportion of our participants were 
recruited via Children Helping Science, preventing us from comparing the data collected from 
these participants to the data collected from the rest of our sample. We realized it might be 
helpful to include more detailed information about the number of participants we recruited via 
each mechanism. On p. 8, we now include these numbers, writing:  

“Participants were primarily recruited from Facebook ads (n = 53) and our database for 
in-lab studies (n = 76), for which we have previously solicited sign-ups at local New York 
City science fairs and events. Some participants were also recruited via word-of-mouth 
(n = 8), our lab website (n = 4), and from ChildrenHelpingScience.com (n = 2), a website 
that lists online psychology research studies across different labs in which children can 
participate.”  

  

fig. 1: I think this figure could be a bit clearer. In Panel A, It would help to make a more explicit 
separation between the present results "Adults" and "Dev" from what they're being compared to, 
so that the comparison is more obvious; they should also be split into "Adult", "Adolescents", and 
"Children" to match the other figures. Then, in panels B and C, why not use the same style of 
stacked bar graph, rather than the histograms, so that the reader doesn't need to learn a second 
type of visual representation?  

Thank you for this suggestion. We have changed our age groupings in this figure to make it 
consistent with the rest of the manuscript. We have also highlighted the online results with a 
black outline, and changed panels B and C (now just B) to a stacked bar graph for consistency 
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(see next page for full figure). In response to Reviewer 2’s comment, we have also changed the 
order of the bars on the graph to facilitate easier comparison of the in-lab and online samples.  
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Fig. 2: This information is in the text, but it might be helpful to include a schematic in Fig 2 
depicting the progression of the study (X happened for N trials, then Y happened, etc).  

In response to this suggestion and Reviewer 2’s comment about Figure 2, we have modified 
both the figure and the caption to clarify what it is depicting (see next page for full figure and 
caption). First, to address this comment and make clear that this figure depicts a single part of a 
larger progression, we changed the caption so that it more clearly states that the figure shows 
only one trial of the 200-trial choice task. In response to Reviewer 2, we have further modified 
Figure 2 so that it includes information about the task transition structure and the predicted 
choices for pure model-free and model-based learners. We chose not to include an additional 
schematic of the study progression as we were concerned that adding additional information to 
this figure might interfere with comprehension.   
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Figure 2. Participants completed an online version of the two-step task used in Decker et al. 
(2016). On each trial (A), participants selected one of two spaceships, which took them to one 
of two planets according to a probabilistic transition structure (e.g., spaceship A went to the red 
planet on 70% of trials, and the purple planet on 30% of trials) (B). Participants encountered two 
aliens on each planet, each of which distributed treasure with a probability that slowly drifted 
throughout the experiment, and had to select which to ask for treasure. The task can dissociate 
model-free from model-based learning strategies because each strategy predicts a different 
influence of the previous trial’s reward and transition type on the likelihood that a participant 
repeats their first-stage choice (C).  
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p. 16: I will probably cite this paper (and I think others will too) as an example of the relatively 
low rates of "bad behavior" in online studies. As such I think it would be a good idea to report 
tables with the actual rates of "bad behavior", in addition to the histograms in figs 4 and 7 (which 
are helpfully illustrative, but imprecise for this purpose). That information could go in SI, or maybe 
be added to Table 2.  

We have now added two tables to our supplement (Tables S2 and S3) which report the number 
and proportion of participants in each age group who met different quality thresholds for each 
task. We hope these tables make it easier for other researchers to examine the rates of particular 
types of “bad behavior” that we observed.  

In the supplement (p. 3), we now write:   

  Online data quality metrics   

In the manuscript, we included histograms of key data quality metrics from our online 
dataset. Here, we report the number of subjects in each age group who met or exceeded 
particular quality thresholds. For the two-step task, the “fast RT” time of 150 ms was 
defined arbitrarily; because every trial was the same and the spaceships presented 
during the first-stage choice did not change sides throughout the task, participants could 
potentially anticipate and plan their motor response before they appeared on the screen. 
As such, a high number of “fast RTs” does not necessarily indicate that a participant was 
not engaged during the task. For the MaRs-IB, we used the same “fast RT” threshold 
(250 ms) as the original authors (Chierchia, Fuhrmann, et al. (2019)). Here, participants 
could not anticipate and plan their motor response prior to the trial onset.  
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Table S2  
Number (and proportion) of participants meeting data quality thresholds in the two-step task  
   
Metric     Children  Adolescents  Adults  

Browser Interactions  
≤ 3  39 (.78)  41 (.82)  41 (.80)  

  ≤ 5  45 (.90)  46 (.92)  43 (.84)  

  ≤ 10  48 (.96)  46 (.92)  46 (.90)  

Comprehension Questions  
Correct  

≥ 1  50 (1)  50 (1)  51 (1)  

  
≥ 2  49 (.98)  50 (1)  50 (.98)  

  3  44 (.88)  40 (.80)  45 (.88)  

Missed Responses  ≤ 10 (2.5%)  39 (.78)  48 (.96)  45 (.88)  

  
≤ 20 (5%)  44 (.88)  49 (.98)  48 (.94)  

  ≤ 40 (10%)  49 (.98)  49 (.98)  49 (.96)  

RTs < 150 ms  ≤ 10 (2.5%)  17 (.34)  30 (.60)  25 (.49)  

  
≤ 20 (5%)  27 (.54)  38 (.76)  31 (.61)  

  
≤ 40 (10%)  37 (.74)  43 (.86)  48 (.94)  
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Table S3  
Number (and proportion) of participants meeting data quality thresholds in the MaRs-IB task  
   
Metric     Children  Adolescents  Adults  

Browser Interactions  
≤ 3  47 (.94)  45 (.90)  47 (.92)  

  ≤ 5  49 (.98)  47 (.94)  49 (.96)  

  ≤ 10  50 (1)  50 (1)  51 (1)  

Practice Trials Needed  3  28 (.56)  41 (.82)  41 (.80)  

  
 ≤ 4  39 (.78)  48 (.96)  50 (.98)  

  ≤ 5  45 (.90)  48 (.96)  51 (1)  

Missed Responses  ≤ 3  49 (.98)  50 (1)  51 (1)  

  
≤ 5  50 (1)  50 (1)  51 (1)  

RTs < 250 ms  ≤ 3  45 (.90)  49 (.98)  47 (.42)  

  
≤ 5  45 (.90)  49 (.98)  48 (.94)  

  
≤ 10  47 (.94)  50 (1)  48 (.94)  
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pp. 17-18: One analysis question: were age effects tested with age as a continuous variable, or 
as three categories? "We also observed a main effect of age (ps < .001)" is ambiguous, and 
visualizations suggesting either type of analysis are presented in Fig 5. I have a preference for 
using age as a continuous variable, but it's also reasonable to repeat the categorical 
comparisons done in previous studies (and helpful to visualize those as currently visualized). 
Please clarify.  

In all analyses, age was treated as a continuous variable. This is stated explicitly on p. 15 in the 
first sentence of the ‘analysis approach’ section. But we realize this is easy to miss, particularly 
in light of the plots that bin data into age groups. To make the fact that we used continuous age 
clearer, on p. 17, we now write, “We observed a main effect of continuous age”.   

  

Fig. 9: The six atypical observations (below WASI of ~15) look like they might be influential 
observations, skewing the interpretation of the relation between WASI and MaRs-IB. Seeing as 
this analysis is fully exploratory anyway, I think it might be worth running a sensitivity analysis 
that excludes or Winsorizes them and measures the impact on the regression results, just to be 
sure that the reported relation holds. It looks like it might actually be underestimated because of 
those observations, but I'm not sure.  

Thanks for raising this point. First, we would like to note that these scores are not ‘atypical’ but 
rather belong to younger children in the dataset. As such, excluding them may prevent us from 
making inferences about the relation between the two abstracting reasoning measures at 
younger ages. That said, we agree that it is interesting to examine whether the WASI and MaRs-
IB relation depends on including these young participants. We re-ran the regression analyzing 
the relation between MaRs-IB accuracy and raw WASI matrix reasoning scores while excluding 
the participants with raw WASI MR scores below 15 (n = 6 children. Mean age = 10.1 years). 
We continued to observe a significant relation between WASI scores and MaRs-IB accuracy, β 
= .05, SE = .02, p = .041. We have now included this analysis in our results on p. 31:  

“To ensure the relation that we observed between WASI MR scores and MaRs-IB 
accuracy was not driven by the small group of participants with low WASI MR scores, we 
re-ran our analysis excluding those participants with raw WASI MR scores below 15 (n = 
6 children; mean age = 10.1 years). Even after excluding these participants, we continued 
to observe a relation between WASI MR scores and MaRs-IB accuracy, β = .05, SE = 
.02, p = .041.”  
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Reviewer 2:  

First, I think that the authors should make their data publicly available online if at all possible.  

Prior to our first submission, we made all of our task code, analysis code, and data (from the 
newly collected online dataset, as well as the two prior in-lab datasets) available online via the 
Open Science Framework: https://osf.io/we89v /. We note this on p. 10 of the manuscript, but 
have now also added a separate “Data Availability” section (p. 40) so that this information is 
harder to miss.  

Second, I think Figure 1 is hard to read. Not only is the font size in this figure to small, I also the 
ordering of the bars makes it hard to compare the online and "regular" studies. I think it would 
be useful to plot the adult distributions of both the current and Potter studies side by side, and 
do the same for the developmental samples. Also, I think that it would be useful to use the label 
'online' for the bars corresponding to the samples in the current study (mirroring the use of this 
label in subsequent figures).  

Thank you for this suggestion. We have now modified Figure 1 according to these suggestions, 
and suggestions from Reviewer 1 (see next page for full figure). We increased the font size and 
changed the labels (now explicitly noting ‘Online’) and groupings (Children, Adolescents, and 
Adults) to make them clearer. We also changed the order of the bars so that the in-lab and online 
samples can be more easily compared.    
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Third, I think the paper would benefit from a figure that illustrates the transition structure of this 
task, as well as depictions of the stay probability bar graphs for purely model-free and model-
based agents. I think such figures would be beneficial for readers who are interested in doing 
developmental research online, but who are not familiar with this reinforcement learning task.  

We have now modified Figure 2 so that it includes a depiction of the transition structure and the 
expected probabilities for model-free and model-based learners (see next page for full figure). 
We hope that these changes make the reinforcement learning task more comprehensible to 
readers from a broad range of backgrounds.  
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Figure 2. Participants completed an online version of the two-step task used in Decker et al. 
(2016). On each trial (A), participants selected one of two spaceships, which took them to one 
of two planets according to a probabilistic transition structure (e.g., spaceship A went to the red 
planet on 70% of trials, and the purple planet on 30% of trials) (B). Participants encountered two 
aliens on each planet, each of which distributed treasure with a probability that slowly drifted 
throughout the experiment, and had to select which to ask for treasure. The task can dissociate 
model-free from model-based learning strategies because each strategy predicts a different 
influence of the previous trial’s reward and transition type on the likelihood that a participant 
repeats their first-stage choice (C).  
  
  
  
  
  
  
  


